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KR EFEE TV (LLM) 13, FE L B3 HRZ
ERT B T R—Ta) b b, EE,
FmRFICIE D = LLM (anti-expert) @ H SR %2 R L
T4 LTHWSZ 2 TALYR— a v EHIT
XD ZEHIREINTWVS. anti-expert FiEl, L
= a IO REHREZZER L TV 55, 2
DD LLM % FIRHICEI ) 3 HED D 5 - o HfEd 2 2
FYEW. Z 2T, ABFFETIE in-model anti-expert
WS R anti-expert FIEZIRRE T 5. I#EF
%13, LLM O NERI 2 FRZ A 15 2 /7 M
WMEFTLLT, EFAVHEKTONANLS 2= 3
Y BT 5. FHEEROME, REFER
anti-expert AN OBEFEFEZ LA 258 2 ER L 72.
¥ 72, REFEIINEKD anti-expert FIED GPU X &
VREZ 2.2 505 1.4 45, HERRHEZ 1.9 5505
12 f5ClET 2 2 2R L.

1 IXLHIC

KIS FEE TV (LLM) [1, 2] 1%, B NEHE
ZRLTWA., ZO—JT, LLMIZLD 5L WA
HECBRL2EREELTZ DD, ZoME
BT R —a v [3,4] EMEND. LY R —
Yavik, 7V —varoEEEEEL KT
ENB720, BRHASCHHEITH S Z e PERTH 5.

YA ALY 32— a YW FEED —DIT,
anti-expert £ [5] 03P 5. FHEMEPEZN LXH5
fine-tuning (¥ LLM ICHIFR DO G I H & 3 RIE T
5 BT B0, WL R — a R
X3 [6]. anti-expert FIETIX, HHRD LLM (e
base LLM) Z WD & £41 % 7 — X T fine-tuning L T
> % LLM (i.e. anti-expert LLM) Z#§33 2. Z L
T, HEFWIFIC base LLM O H JJ T3 7> & anti-expert
LLM O JiERERF LT 4 2 LTELEIL 2L
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AD
[ “Which World Cup did Lionel Messi win?” ]
anti-expert

t
base LLM E' anti-expert LLM Q
1 n | R—

Argentina Qatar

Contrast  Argentina Qatar

v

Argentina Qatar

in-model anti-expert (ours)

expert LLM Q

Intervene

PIBRZRIA 22

B 1 anti-expert (_EFF) & in-model anti-expert ( N&F). 2R
FHEE, WHHERZEERIET 2D TIER <, base LLM
DOIERILZ BN LT 2 AAICHRET 5.

THEEWDM ELHHERZ1E 5. anti-expert F
B, vy = a Yl oREERES DS, R
122200 LLM Z81h 3 /- DHama 2 b ATE .
AW TIE, in-model anti-expert IMAE) & W\ 9 %
= 7% anti-expert Z {2 & T 5. 1 1T anti-expert &
IMAE O Lt % 773 . anti-expert (& H 7 i3 % 15 2
BET 253, IMAE IZEIRBUC/ AL THFENZ
WET L. NHRBEADM AL, EBINO LLM % #)
DIREWNERLSL, ETFTAVBEEKTONLY S —
a Y ERREICT 5. L L, AFEDHEBIC
X, LLMDEE AR TE 2 Z 2Tz, NEBRHEZE
BICBWTHEEE2EGD L HAZFAETES LD
Hite e 2 D, FNERENTEET 5. ZOFFEITNT
LT, RAFLLM IZHREY 2—L%EBML, 3
DDERE— BT 52 & THIRT 5.
Truthfulga [7] % FH W 72 #Effi 52 5# 12 35V T, IMAE
BFEERBEFFEZ LED, anti-expert 12K < K
JERER L7z, F72, IMAE M€K D anti-expert D
GPU X EVHHE%L 22505 1.4 1%, Mm%
1915225 1.2 fHICEET 5 2 L 2l L 7-.
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Je=
2 H=

AREITIX, anti-expert FIEIZDWTEIH L 7218,
EDDILT = a IHIFFHEIC DWW TR S,

2.1 ButEHEE © anti-expert

VY = a YO KR X EREE, HET—
& % F\ 7z fine-tuning 133%12 LLM O HEMSEZ KT
B TH5[8]. KD fine-tuning 1%, LLM
DHEE TR 72 WVERI LT REIEZHRGIL, =
FERIET 2 02— a YEEINXE 3 [6).

% 2T, AEMEMFH 0T TRRE S FIE 9]
% §L5K U 7= induce-then-contrast decoding (ICD) [5] A%
BEXN= ICDIE, LLMAEZ S BENEES
WHERSTZ2HMICERHLEZFIETH S, ICD 1,
base LLM % ChatGPT THK LM% B8 7 — X T
fine-tuning L T anti-expert LLM Z #5355, Z L T,
HEGMIREIC base LLM O Hi 1= D> & anti-expert LLM
DHNHERZRF LT 4 L LTELGIK 28 THE
PEDIA] B U7 T HESR pexpen (1) 215 5.

Pexpert (xilx<;) = softmax (8 log Pbase (Xi|xX<;)
—log pani(xilx<;)) (1)

Poase(*) & Panii(+) (ZZ N F N base LLM & anti-expert
LLM O NEREZRT. £/, v ZiFHD =2
Y, x4 Wi BHEIDAEIOTRTO M—7 v %FRKT.
BRERFINLNT 4 DREZIZRD B NAI8=%F X —
X T&H%. anti-expert DM NFERNPKEZ V=2
Y, RFINLT 4 PRELRS.

TNRTDO M= BRFLT 4 ODNRIZT B 4E
REENDME RS 5 Z 2B 9h > TWwb [10]. ICD T
WD b =2 ¥ Vytiq ICDARFNLT 4 252 3.

Taatia = {x;i €V : logity,g. (xi|x<;)

> ¢ max(max logit,,. (w|x<;))}
1 w

logity,.(-) & base LLM OB T v b, ¥ I3FERES
KT, 0 EFRF VT 4 DR T2 =2 > D[R
BEWERDEINALIR—RFGAXA—RTH 5.

ICD ! TruthfulQA ICB W THEMREZR ZEM L T
B b, ICD %#i#H L 7= Llama2 (7B) [11] & GPT-4 [1]
DIEE%E kMo TWw3. LaL, ICD 2&HEEFED
anti-epert FIEIIHEGR 2 X P AYEW. ICD X, 2200
LLM % [RIFRICEN D3 728, 2.2 15D GPU X &V fEH
B0 5. Fiz, BRI MR BRET 5 08
DFRAET Z79, 1.9 5O MDD 5.
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e
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/
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MLPJE
.
.
™,
.

$ Gate

B2 IMAE OEFLKEE.

2.2 FEHAFRE

LLM [CHBIFBINILI =23y N px—Ta
>[4, 12] 1%, LLM 32— A J7 [13], WA H
J1[14], EHFOHEE[15, 16 DWIT N FET
IEHMER T2 THS. AWETIE, FH%R
MEx 5| & TN D 2B ROHEFK L FE
FTE LS R—Ta vy [T BB T 3.

NLo2=2a 2 MEl F vy r—>a sl
HFPELLT, Ta—F4 7 7La) XszlE
T HFIES, 19 DBFEIET 5. 2o DFHEE, &
BEDNEREEDR W DR ER IR ALH
%. F7z, LLMICHEGER 238 X & % fine-tuning
FIE (8] 13, EREFEERD3E FLHNEE I RS 2 3R
28T AMEND L. Fx L RBICNEERZ
WEST 2 TFIER0)DEFMAETS. LrL, ZOFER
RX A YNTF—=RTIIENTH 20, EELRED
R7 T = R PR T T — REEEHHE L W\

3 BZEFE | in-model anti-expert

IMAE &, base LLM D NHRIZ anti-expert D% E| %
HIYEI2—N%ZEBMTS. ZL T, base LLM D
NERRIA % HREMEN L5 2 HFAICHRET 5.

3.1 EFILEE

B 212 IMAE ®E T AMIEZ/RT. T OMIER
NRIVLALTRTRZ[21]12FHDWTED, anti-expert
unit % base LLM @ 7% MLP & & M ¥ \ZB N3 5.
anti-expert unit {& gate ¥ MLP [ TR S L 5. X%
7=, mode control unit HIBMT 5. MLPpae £ MLP,y
%, base LLM & anti-expert unit O MLP J&§% 3K 3.

Anti-Expert Unit gate | anti-expert unit D H /7 %
ENRIEBRT 205D 5 acRZHET 2.

a = softmax(Wh + b)) € R

heRIIWEIMLP BADAITRT P LEFET.
WeR> ¥ peRIIIHEEARERANRTIX—RTH 5.
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gate 1Z MLPyyg "D ASIRZ ML 25 5.
y = MLPi(ah) € R¢

MLPpyse (35 5EHR « ERRENZREEL TV 720,
MLP, i 121EIE % D < 72D DIFH 2T 2 HDIADIX
&<, MLPpye & MLP,pi £ D B/NEXL TE S,
Mode Control Unit IMAE i21X3 DDE— F23dH
D, mode control unit {X7%E— RIZXIET 5 A0 F
Boe{-1,0,1} 2T 2. oc=1DL THEMEN
KR U727 % R b &4 (anti-expert E— K), =0
DY % base LLM R U7 F R b %4 (base & —
F), o=-1D ZHEWUPMELELTF R M2AE
FX (expert E— K) 3 5. #HEFmEFIX expert E— K T4
X3 %. MLP BOH NI TD L5 ICEIEIN 3.

MLP(%) = MLPyyse (h) + oy

3.2 1EKBEH

IMAE O fine-tuning ClZ, base LLM % i L C anti-
expert unit D287 X — X DA ZTEET 5. MLPy; D
DR T T LD, MLPhye DHIIRZ FLDHE
EtzmEmd Mz X 5ICHES 5. ICD L FH
FRICHEM  IRE TR I NI T — &2 2 W 5.

MLP BD#EXK Flr—xz &L, ¥0%
anti-expert € — F, & 59 % expert E— K DFIIFIC
HWwa., v FXR7%BITED, anti-expert E— F
TIEHEFEEME R LT F A, expert E— KT
HEUDPFELETF R M2AERT S XSRS
%. anti-expert E— F DB Loy ITIX, cross-entropy
HEZH WS, expert E— F DK Legpen 11, F
FEED A B L 7 T HER prareer (1) &2 W72 1EKBH
BERET 2. puge() EN 1 2 FMRICEHET .
Z®dD¥ %, base LLM & anti-expert LLM Db D iZ
base € — K & anti-expert & — K D H JJEERZ H v
T, ICD R U £ Falig ICDARFILT 4 5z 5.
Lexper A TD XS ICEHHEINS.

Lexpert = DKL(Ptarget(Xi|X<i)||pexpert(xi lx<i))
ZORUTBWT, pexpert () 1& expert E— F D H Iy
REKT. Dy % Kullback-Leibler B % K 3.

gate DI/ MLP,,; DIEERFZ1FTH L gate DIF
K Loe BHVD. Logye EATFD XS ITERT 5.

1—a ifx; € Tie

Lgate = .
a if x; & Thact

Tact 3T FAPOEREMIHEETLZ F—7 05
BTH 5. Taqg PFFETEIX §33 THHT 5.

— 576 —

T ZERT 2 EICKRELS R, Z2RUHND
b= VEAERT S XTI KD ZOME,
anti-expert unit D H{ /)&, FEWITHKET L -2
PHERT A 2L DB REINS. 2RDERII,
L = Lant + Lexpert + Loate £ EFHT 5.

33 bF=o27q002)25

MLP,yi DFICT R TDO =27 v 2HWS &,
ARAND &S IR FEREICHEBERRIERD HOIAZ
N3, 22T, FRMIEETLI =0V T 25
FEL, T DA% Lang & Lexpers DETHIZHW 2.

ICD ¥ [Fl##IZ anti-expert LLM Z#2X L, base LLM
¢ anti-expert LLM % F\WT Ty, ZHRFET 5.

Troer = {xi eT: 1nganti(xi|x<i) - Ingbase(xilxq') 2 7}

y BHREEVDANA =T X =R TH 5.

4 R

TRBZFEZRFED QA X X 7 TiMiflis 5. Zhang
5 [5] DEBRRE I, BIFFEL HIRT 5.
41 EX7E

RYFI—2Y JFl#fi7—4% ¥ LT HaluEval [22] %
AW 3. 3Hlli 7 — & 121% TruthfulQA [7] Z W T,
ZIGEINE R O FHiHERE MC1/2/3 THHiis%. MC1
BRCBIREDSEMRTH 20250 5. MC2 &
IESEIRIE O B3 LE & A IEREIREOGET LE D
Zx Wl 5. MC3 X IEMEIREE O &/ DA IE iR
BB ORALEZE LR 2 0 %25HEi$ 2. MC1 I3,
b — k72 greedy decoding DFRXEIT W=,
& EH B FHIFERE & (BT 5N 5.

8 FiE base LLM (2 1%, Llama2-7B-Chat [11]
PHWS. ICDIKMAT, FTELRMETFETH
% ITI[18], DoLa[19], CD [10] & tt#g$ 5. ITI X
attention & AW TN ERR L HET 2. DoLaldEi
ZEDOHNHERIMEXLT 5. CDIE T RX—&
Y4 ZDER% 5 LLMY O IR 2 RS 5.

4.2 FERCHH

IMAE I3EEMEZRESESID? R 1ICHERE
RY. RO EELFHEEETH 2 MCLIZBWT,
IMAE & ICD AN D B fEF k% LAl - 7=,

MC2/3 IZ BV TIE—E D FED IMAE % EF -
2B, TR EFEOMNEOEVICERT 2 %

1) Llama2-7B-Chat ¥ Llama2-13B-Chat % Fiu 7=,
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] 1 TruthfulQA X BT % FEMifE R,
MC1 MC2 MC3

NR—ZF74 Y 3696 54.62 27.95
ICD (_EFR) 46.32 69.08 41.25
ITI 37.01 54.66 27.82
DoLa 32.97 60.84 29.50
CD 28.15 54.87 29.75
IMAE (ours)  40.02 57.12 28.96

F2 GPU XEVHE (GB) & HEFMIFR (ms/token).

GPU X €V #H#Eamief
R—ZA74 13.2 1.0x)  2.09 (1.0x)
ICD 28.6 (2.2x) 4.05 (1.9x)
ITI 16.2 (1.2x) 2.09 (1.0x)
DoLa 15.1 (1.2x) 2.21 (1.1x)
CD 41.03.1x) 6.42 3.1%)
IMAE (ours) 18.4 1.4x)  2.60 (1.2x)

Z%. MCl 3RO IEMEIRED A ZE RS % 03,
MC23 IZ TR TOIEfERKZZ BT 5. IMAE
i, FIED =2 YO NERZEMEE5bD
WIEDD b =27 Y OWMNERZHDEE 2. Z DG
R, RALOEMEREOILEZA EL 2, —Ho
IEfEIRB O EEXE RN L2 EX 3. — /T, B
1R & b TV 3 DoLa/CD &, HRIFEE TN
WEERTH S [10,19] 25, HRFEET LD MCI IZ
R DBENEEZ S, DoLa/CD 1%, RS
IR Z B LFIETHD, MC2/3 IZITER
THh3. LrL, RALDEMERE O HERE K
ELHINEB 2 FETIE R WD, MC1I ADORIRI
REMTH2. TOML—RFT72EBLEL X,
IMAE 33 RXRTORa7 %A LXHE, 2D MCl Tk
EERETER L ROEN - TFIETHLERS.

IMAE [JERIAX P ERETEID? K2 1KF
FEoHEER 2 2 M &R, IMAE X, ICD @ GPU X &
VEREZ 2.2 5505 1.4 15, HiGakRZ 1.9 5505
1.2 f51C3E L7, IMAEZ, ICD Offfiia 2 b D
Ji% ITI%° DoLa & [FIF2EIC F TR L 72.

IMAE (ZIZDDETILH L XICH L THED ?
Llama3.2 (3B) 3 X Of Llama3.1 (8B) [23] & W\ /=B
INEERZ1To 7. RIWCEFHRZRT. IMAE 3,
MEFTLDIRTCHORa72—HLTHLEXE
Z DAERIE, IMAE 28 & b/ R E 7Lz LT

— 077 —

£ 3 Llama3 R5E 7L O FllifEE.
MC1 MC2 MC3

Llama3.2-3B-Instruct 35.25 54.75 27.44
+ ICD 40.13 73.67 44.67
+ IMAE (ours) 38.19 59.36 32.10
Llama3.1-8B-Instruct 40.88 59.90 31.35
+ICD 44.80 79.03 50.99
+ IMAE (ours) 43.08 63.62 36.01

bEMTHLZZRLTWVS.

5 E&HOIC

anti-expert FIEXEFEE RNV S 10— a VI
FETHY, EBFELEEDORT T —X Tl RE
T =X DA T AIRER R T T — XEHLAEZ T
H5. KT, ERFEOHRH I A PR EF W
WO EERMIRL, KaX ML R —Y a v
WHFEZRE L. AEOEBRZ U NIRRT

AHREOMBYE AWFFETIE, BED LLM *H
WTHEB N T X7z anti-expert FiE%Z, H—E7 L
NTHEERHLZ., BEFHEE, HOHER?EEREES
BT L, WERRICNA L THEEE2H EX
V5 AZI R L. EHIC, LLMIZ3D
DERE—REEATS 2T, BEAEKT SR
CNFIRBIZEM CHEENZED 2 5 A% FE S 2HE
N FRFICER XS 2 20 S S ERE % R L
T2 ABFRIE, L r— a YGRS L TER
WOARYT — T TIVEH LWER R E R L.

FAROEBEN HEFRO LS =2 3 Ukt
WIXRAG[24] TH D, ZDIREFIL [25,26] 23HF
FNCTEFRICHIZE X LT WA, ITETIE, Ny fr—
YarvERFERRICIWCHEL, f7BIICC K
WL ADEEI R I T WS [27, 28].

NV x—TaryDERFERE LT, HEA
JE [29] & FIFK D AEE B [30] 2328 5 5. RAG
FHIF AN TH 203%FWEEN TR, Z
WA LT, REFEIATE IITENTROIEE I
BERTH 2. ABIFIE RAG 2D R L IZER
T2HDTH BN, IREFIEIZRAG N—RDFIE
CHHT2 2 TR AEENENPFTE S,
AWFEE, BEFEROFETIE TR LEATY
ZVHIEEOHERBUCER T 2 L =2 a v
ERGgE L, RRAREE WS BEL SIS 1 —
>a YRR Z T T 2 A CHEETH 5.
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F4 IMAE DA R—RF X — &,
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IRy 7 5
Ny FHA X 24
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MLP,; O JE D RTT#K 4096
Pexpert () DRF VT 4 DS B 2.0
Tract DHIFREE G y 1.0
Vvalia DHIREE W 6 1.0

A EEERESHH
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