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KB SEEET L (LLM) OHEFIFEX, 7V
NRIRX—ZDEZXMEXE) EREDOMEICEES
5. AT, ETNMEREZHWZXE ) FRICE
NT-HHIEEIETDH 5 STEP 2L T 5. EEER
15, STEP ZHW2 Z 22 &b, HEUER L HR2
Bt LT, AT 53.9%DHRAXEY ERER
HIR L 2 S FHEOMREZER T 2 Z & 2R
7. 51T, STEP IZ LK YAl EhizET 1,
AR LT HEAEMICEIE N ZET L
EDOMREZERT DL BT

1 LIS

KB SEET L (LLM) 13, ANTHIBEDE DR
MR e, EHS AT LBV THHVS
N3 E51ko7. HEEDEWLLM 2#EE T 37
DIZE, A=V 7RI IEDE, WKL
X — & %3¢ Transformer € 7L [2] & KFBEE o — %
A THFFETIHEADLTERTH 2 (3], R L
T, HHEE 2 HEN R TR X 2 123 K7 5
D GPU 258 L 5t EEHEIER SN Z [4]. 2O
ERBZAEREFROERIZ, LLM O HRi2EEHZEA
DERKLBAREEY 725 T 5.

ATEEEEOREEZ, AT, LLM FHhi
YEOHEBFERYIRICOVWTHERT 2. HEHE
BHIRIC 3 4 B BSH D18 208, ARTIE, &
WP RIS L A OMRE R HERF L2223 5, HHAl
BT HEY 725 GPU DI AKX BV EREE —F
BICHIHI TR R FRIFEE L IRE T 5. MEr LT
X, BB X2 ETINREY, MIAREE X
CHOVWBNZ T X—=ZRD L WEREEHEE
VI R BRI EE TR T 2. BEEOENRN
B Y LT, K1 ICRFEOFIRCEE T 2 X
BT, RBRETIE, BRETIVILRFIETOE R
T—YDRAAEVERELZETNVHREMBEZLEL
L7-BGTEREY LCERLL, Z20@EHTE
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Bl 1 STEP OMfZEK. /N LT 7Tk L THEHER
REREEEREMT S (FIE1D. 20k, 28EATT
NZHZCBZBMUESLVZIEEST 2 (FIE2). #
BREADEIEZATX—=2EZEEL, REDO¥EEHIC PET
(Parameter-Efficient Training) %#H (FIH3), HLRZRDE
TAEREYET2 (FIH4). FIE4 TIX, BILRTE
JMU72,85 X —& ¥ PET 1T & » THE A XN/ AR
TR—=RDADEE NG 5.

BROB AT —ITHOETARECHNEZ T, F
A2 O RITRNCRATH DI A X TV EREDN R/
W25 EICETIVINROFBEZHIET 5. Zhic
X0, BARXEVERELr —ERICHMZ HRIFE
MEBTE 5. DIE, AREZETFE%Z STEP (STaged
parameter Efficient Pre-training) & Ft#b 5 5.
AFTIX, —EDFLOPs DA RT, MEFEL
DYERELLER %8 U C STEP O M2 MiEs 5. #
DFER, TEROERTFH L R, HifFEET L
DIEHERY 72 31 & 2 7 12BN TR DO MERE & HEFF L
BPS, RXEVEREZR 53.9%HIIEFTRET H %
TR ENT. X BIT, FEUHER I MERREAEE B R
ML= E T, STEP TH¥E LI-ETILIE, 1%
HIRERIEEIC L 2 ETLE FRZ A ZICBWTH
FEOMRELENT S 2T,
2 BERRE
AEVHMRORBVEFIFEEICHI T, RARTF
EPRBEINTVS [5,6]. FER7 Tu—FD—
Dr LT, JBRNRDAT X —XEHIIRT 3 5%
WEITFoNnE. ZDREH & LT, Adapter [7]
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LoRA [8] R ¥ DT X — RFNFED B W% (PET)
HiEBETFoh 3.

—75, HERIFEE D FLOPs HIIR D 7=, /MR
ETADPLEEEMBL, ZORETANRTIXA—X
BILRSEE 2 WG T 2T NIERE FFEN 2 F
EDPREINTWVWS [9,10]. RERFIEZ, PET &
ETFMLREEYNCHAGDEZ ZITED, XE
VRO BWHATFEEOERETHIEL TW5.

2.1 NS A—=XNRMFEE

PET |33 12 LLM O EE 2 H & L CTH¥E
XNTE. FlZIE, LoRA IXFHFIFEIEAD LLM
DRI RXR—REEELEEE, Hi @b (KD
IFH)) ZBML, ZOMICERDAEEE T LT
ETH5. BERIEHEDPRNNRNTRA—=RTH 37
», PRVEIAEERTEE M TE 5. PET I3HAY
FichEHsh-oH 3. 22T, ZoRENR
TFIETH B ReLoRA [11] & GaLore [12] 12D\ Tt
BH$ %. ReLoRA & LoRA % W\ T LLM D HH[¥
B 275 FIETH 5. ReLoRA DRy LT, %
DYIHNIEHER 72 FR/EE 21TV, B D S LoRA
ZHEHT 5. 2%, RRKOXEVEREOBIA
TIX, ReLoRA IIEHERREHTYH & XY EKE
DRI TH 3. GalLore IZABLDIKS > 7 HiE %= I
ML, SHEREREYE L FAEOMEREZ MR L2 S
o b as DIRREZ HITK 2 FIETH 5. GalLore I3,
ReLoRA ¥ 13®E7 D, ¥ nt 22K %2 B L TK
XEVYTHEHETS. £/, ZhdDOFEIIEERN:
HAEE e LT, HREE TN EES 2 e 2MER X
NTW3,

2.2 EFIILE

EFOVILREEH T2 28T, KRELRETLE
A7 v FPLFETIHELHIERLT, FEOH%
BE®, KD \WFLOPs TEMTE 2 Z L M
XNTWVW3[13,9,10]. ETFAENIELZS D2 S
KIAE A2 D DICHEIR X 4 2 3 E 3 REEF & PR
A1, Transformer & 7 /LD & DRITOHTHE % HE N &
B2 ERXXT. BE, EFURREHWVSESE,
BRI XA =REIHEX 2720, RAXEVERR
WFET YA X HITHEMT 5.

3 $E3E I STEP

RRBEOHMZHIT 5. K1 ICHEK ZRT
STEP TIZLLROFNAT LLM ZHRT¥E T 5.
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FIE1. MRBEETFILOIETE FEERASIBEL 20
ETAYA XED S/NEERETAVEPIIHET
N LTHIBRS 5.

Fla 2. HREEFOER E7 1914 XHEKRX
B 370, HHEF A L TEBMZITS.
FIE3. PET OBA FIE 1 Tl h=BicrL

TPET Z#H T 5.

FIE 4. DM FIE1 THEELLEEDO RS
A=REMEFELLEE, FIH2 THLIEME
NIZBDRT X —& 2 FIE 3 TEMX 728G
DN T X =R DB /T 5.

FlE 4 D TITE D BRIFEFAETADIMBEI N

%, %720, FlE2 B4 2RETZZLT, X5

RLEOIRSAIRETH S, 22T, | ZHEDERMK

(RT=2)1F, i=1 DL EFIHI L I2HBHDET

NOFIRE, i>20r Z2Xi-1EEHDOFIE2 25 4

Wk Bl ET.

BiREEF L PET BISREE FIX, 710

BHEOEZZ(LX 3. AHFETEEFEDOED

T, #8283 2 N [14, 15, 16] WO 8

IREE T2 AT 2. 7=, FiREObEE

LT, EBEREDORIX—RZDFEEE L o250

PHUHMEY T2 L 17 ZHAT 5. FIE3 BT

% PET & LT, ReLoRA [11] Z3#ER L 7=.

3.1 STEP DRAXEVERE

STEP TlX, ZOHmAXEYEREIZIEL T, /h
BEET LDV A4 XR0BMT 2 BHERET %4
EWRH D, FDi=d, STEP TOHRAX TV ERE
WOWTakams 5. AT, FHarEEH sy
2 XEY OEREIT TETIVIKEE) & EIEh 25K
THEESIND Z e ZIRET 5. ETVIREEEIE, £
TAEERDEA, EHOBRICKHEY NS4, B
FUORELEROIREBTER IS, 2512, ET L
M — B 72 Transformer €7 /L, #2555 Adam,
Z L TRABEZEMMTONS ERETS. 208
&, BEALHAT 16-bit DIFBEI/NEUSE T, RiEkds
DIRAEIT 32-bit DIFE/NEHTRIAEINS. —DD
Transformer JE DX X — ZE Pyyee &L, ET LD
B En T2, XEVERERX

Py = n(zplayer+2P1ayer+1ZPIaycr)
model  gradient optimizer (1

= 16’7Player7
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%, 2Ot E, Adam wE(LIROIREEL, HA,
ARLOBEI T, XD 2 #OBEIFITH, 5
7%. STEP DI KA EVEREIWCEHLT, i-1%
HoBEM» S i BREH OB TEME N5 @EE
ni, Ni % i ZTHOEBIZBIT 3215 XA -2 L+
2%, No=02 LT, Nyj=Yi_m %%, E5IT,
E(Player) & 787 X — ZEY Player D Transformer J& 10}
LTPET CTEAINEIRNTIXA—2FLT 5. T5
Y, i BHOEMICBIT S, STEP DA E Y HER
B P RO L SISk .

P =16n; Player + 2N;_1 Player
+ 16Ni_1E(P1ayer)

)

T 2T 2Nio  Prager (3 1 ERFEE 225 i — 1 BRBEH TIZBE
WAl S, i BEHOKRECTIRBICEESATVS
JEER T DRT A —RZ2HT. £z, 161 Player (3 TFIE
21ZBWT, BIMEALHREDE T VIREEZRT.
WIRIZ, 16N;_1E(Puyer) BFIE3 ICBWTEAIN
3SR RO ETF NVIREER R L TN 3.
RIEHICIE N2 ETLDOREEE L35, X
T OR/MURE D fESEFTAE R DRA X E Y EKR
BERMET 2 ZEHARETH B ¢
minimize{_max Pf-m’} s.t. L = Ng. 3)
{ni,...nx} li=l,...K
ZOR/MUEBIRIZ T RTD i ISR LT n SIEEEEE
ThHdZerd, NEAMIBELERETHEETH
3. ZD®, BHENZYAN—FEHNS Z LT,
HBVEK DB PEVHE (eg K=2) IFFFHREIC
EoT, MEE (n}K, 2RI N TE 5.

4 B

AT, (i) STEP D3RRI L HH¥H 2 EB T
=X 2 %MEF L, (i) STEP CTHAZFE I NETIL
W R A 71 U TGRS E 21T o 18 D%
BERETS. BREEXR 7 LT, il eR
M55,

4.1 FERFYRER

HifFETO¥EEY, —EDFLOPs % LRI
REL, ZOHTR—RF A4 »Fik¥ STEP TD
BHNRIZOVWTHET 2. V=254 YFiEL L
TIE, PET RREFMLIEZ A U W EHER) 72 HAi
Y (BEEEEE) b, BFEDO T X=X

1) FLOPs OFHMRFHHEAIHITATER A 1T TARS.
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F1 FEBTHHL STEP OFE. SEEICBITISZEST
NDNRT R — R B ERT. & FBUE 3 BB DR
wEERT.

ETNHA X JEEL
STEP-3stages 215M —368M 7—-12
STEP-2stages 396M —680M 14 —-24
STEP-2stages 704M —1.2B 14 —24

STEP-3stages 553M —956M —1.2B 11 —»19 —-24

72 EERI2EE J51ETH 5 ReLoRA ¥ GaLore % %

L7.

¥Ry bCETI FHiEEHOT—X
v b & LT FineWeb-Edu 7—&Xt v b [18] ZHW
2. ETNVDT—FT727F vid LLaMA [4] DREIEIZ
Peotz. BRZETFTNDY A XT DA DORREHE
MDD EMEET 5 728, 368M, 680M, 1.2B @ 3
DY A R LU TEBRZITo 7. MR IIRERE
WOWTHIHER B ICTidR 3,

FliAE SFEZHMIT 2720, FHEHT —
ZIZB T 5 Perplexity ZatH L7z, 1 DIFil#R T —
Xt v N TH B FineWeb-Edu (I0M F —727 ) 2 5,
H 5 — DIk Wiki-Text (0.3M + — 27 >) [19] 20 5 D
bDTH 2. MAT, FHAiFEEETNOFEEERIZ
FHMEIEETH B, HEO RME A ZIZBF 50
ay VMEREEBEIE L. SEBEETVYIRRY
¥ LT, LAMBADA [20] %, Hiffismx 272 LT
WinoGrande [21], PIQA [22], HellaSwag [23] %, Ef#]
V&R A2 ¥ LT ARC [24] ¥ OBQA [25] ZHH L,
ZNBITHT B Accuracy DFEHEMEZFEH L 7.

STEP ME{E AEBTIX, STEP ODFIE2 25
4% 1BlOA, ThbEIME 2 B> TTS
BE (K =2) OFHiiz1T 5. T4 % STEP-2stages &
KRET 5. X511, 12BH A XDETIAIZDONT
DA, FE2 206 4% 2FEEDRL, iz 3 &
B2 TIT 2858 (K =3) OFHiisiT>5. Zh%
STEP-3stages & &3 5. Transformer J& D RXITE %
BE LIIRETER L P52 o058, X3
XD, mRXEVEREZR/METZ 2 BMNEH %
FET3. HlZiE, 12BH A XDETFTLIIBWT,
STEP-2stages D55, {n; = 14,n, = 10}, STEP-3stage
DGE, {n=11,n,=8n3=5}ThH3. £11%, &
KENCHEER T 2 HEDE T LY A XH3{368M, 680M,
12B}OWTF N DIGEICBIT %, FTEINEM
BREEEZERBLIE2BEERL TS, X211, 54
HA#E ¥ STEP-3stages DA EXFEICHB T 5, HEE
TAH A X3 1.2B DHAED X T EREOH 2R
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STEP 16&B5E 1178 553M:|:|:| = 5>
1 ! = o’
sTep 2gzmE 1o@oseM[ [ [ ] i =2 sl
| ! 3
sTepagmE 24E 128 [ [ ] |
BENLEEE 24/ 1.28 [
0 5 70 15 20
XEYFEMAE (GB)

K2 12BEFLD3EMETO STEP BARFD X £V R
B2 (10K FKR). STEP CRIXBEBTX ) ERERL—
TBIRLERSETNYA XEIRT 2 EBERETH 5.

&2 HAIFEEROMR. FHIMNOBIERX, &FIEOHE
HIEBICRELRRARAEVEEZRL TV,
Perplexity |

Validation Wikitext KX A2

Accuracy T

368M
EAE T2 (5.9G) 16.9 32.1 41.9
ReLoRA (5.9G) 17.4 33.1 41.7
GaLore (3.3G) 21.6 43.1 39.0
STEP-2stages (3.4G) 16.7 315 42.5

680M
FEHEEHERTEY (10.9G) 14.6 26.0 46.0
ReLoRA (10.9G) 15.1 27.3 44.6
GaLore (6.0G) 194 375 39.6
STEP-2stages (6.3G) 14.6 26.0 46.0
1.2B
PEMER RG22 (19.3G) 129 22.1 48.5
ReLoRA (19.3G) 13.5 23.6 474
GaLore (10.4G) 174 35.3 41.6
STEP-2stages (10.6G) 12.9 223 49.3
STEP-3stages (8.9G) 12.9 22.1 48.8

LTW5., BIGREEFOMEHAX 4 I 270, KB
BE DRI R T v T D 75%D35E T L =i THEITX
NB3ESIHRELT.

BR K21%, EUEFHFTFY, ReLoRA, Galore,
B & OF STEP @ 7} fili 77— Z T4t 5 % Perplexity <
Accuracy 7~ LT\ 3. STEP !X ReLoRA & GaLore
DO 5% LA 2 HEEEZ /R L7z, X 51T, STEP I3
KAEVERES 368M E 7L T 59G 5 5 34G
(42.3%), 680M EF /LT 109G 7 5 6.3G (42.2%),
1.2B &7 /LT 193G 5 5 8.9G (53.9%) ¥ KIEIZHl
WU S, BERYEY L FFEOMRELZERL
7z. X 51T, 1.2B €T LIZBIT % STEP-2stages ¥
STEP-3stages 12 & Aftigeld, BFEEZET 2 & T,
HHEZ AL T D Z e, XTVEREE X 512H
BATREZR Z 2 BIRLTWA. 20 OFERIE, STEP
MAEVERBEZHRL 2D 5, FEAICLLM %
HEEEARER Z e B RIB LT W 3.
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K3 FERFALEBROFME. MT-Bench 227131225 10
DFEIFT, BWELYBWEERERTRT.

MT-Bench T
FHEHFIEEET L 1.2B 2.26
STEP-2stages 1.2B 2.30
STEP-3stages 1.2B 2.26

4.2 ISTEAERER

B 41 IS CTHAPEZIToETVIINLT, 5
R ZITV, ZOMWRERFHMEI L, STEP MREXD
RRAZ B NIEZ RN L BMEET 5.

REBREE BErABHOOT—%Evy b L
T Alpaca 7 — Xt v b [26] Z{EH L, FHiIZIX
MT-Bench [27] Z i § 5. HEHFEEET L,
STEP-2stages, 35 & (X STEP-3stages @D € 7 LI} L
TITRAEETRo72. WTRBETFT LI A XIZ
12B TH 5. $ERaiTE O FEM 22 IR 2 13 8% C
IZTIRR 3.

BR R 3 IIEMEHFYY £ T L, STEP-2stages,
STEP-3stage ® MT-Bench A 27 Z/~RLTW5. ZD
£» 5, STEP Tl XN /zET VDR a7 D, H
HIFEETILVDRATLRIFETHD e bhrb.
ZND DFERIE STEP 23 Rt & X 7 1B E % MIZ
X9, HEEREREE CFEROMRE D5 LTV
CeERELTVS.

5 &hHDIC

AL TIE, GPU DR XEVERBICEHL,
I —ERICHIZ THAEE DT 20BN RE
Hike UTSTEP 2424 L7-. STEP T, €7 /UL
RDEZ BEA LBRBINICETLVEINE L 20 5%
HIFE T 5. ZORIC, SEBORAXE) ERE
ML 2 BEGHEE Y £ T AR O EME %
ZRe LTERLT 2. 2LT, 20feBszt
T, WAXEVEREL —ERKLUNICHIHS 2 KB
BTOETFILREERS. BREKINS, FRAT—YD
EFAREICHEAT 22T, MAXEYERESR
—EBLNICIfTE 5. EBICXD, STEP I3
KXY BEREBEZFHINMIER Lz E2LTICHIR
Lgadie, BERREYE, BXY, Zokots
AR LB TN [ASED X A7 MR % L AT RE
THdZe%ERLT.

AW DRED, LLM OHEREE o R Eich
Fre—Bnci s Z e B LTV S,
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JPMIMS2011-35 (fundamental research), 3 & TF, &R
BEBOMBIEZE TEK AL T LVOZERN - 58
PEDOMELRIC AT 7R FERA R AT D8R %2 2T
7bDTT. Fh, AAKRR @) IF, 7%
HHHEREIK 77 v b7 5 —24 mdx ZHIH L TH
LN DTT.
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